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Abstract

Context. Efficiently tracking Advance Care Planning (ACP) documentation in electronic heath records (EHRs) is essential
for quality improvement and research efforts. The use of large language models (LLMs) offers a novel approach to this task.

Objectives. To evaluate the ability of LLMs to identify ACP in EHRs for patients with advanced cancer and compare perfor-
mance to gold-standard manual chart review and natural language processing (NLP).

Methods. EHRs from patients with advanced cancer followed at seven Dana Farber Cancer Center (DFCI) clinics in June
2024. We utilized GPT-40-2024-05-13 within DFCI’s HIPAA-secure digital infrastructure. We designed LLM prompts to identify
ACP domains: goals of care, limitation of life-sustaining treatment, hospice, and palliative care. We developed a novel hallucina-
tion index to measure production of factually-incorrect evidence by the LLM. Performance was compared to gold-standard
manual chart review and NLP.

Results. 60 unique patients associated with 528 notes were used to construct the gold-standard data set. LLM prompts
had sensitivity ranging from 0.85 to 1.0, specificity ranging from 0.80 to 0.91, and accuracy ranging from 0.81 to 0.91
across domains. The LLM had better sensitivity than NLP for identifying complex topics such as goals of care. Average
hallucination index for notes identified by LLM was less than 0.5, indicating a low probability of hallucination. Despite
lower precision compared to NLP, false positive documentation identified by LLMs was clinically-relevant and useful for
guiding management.

Conclusion. LLMs can capture ACP domains from EHRs, with sensitivity exceeding NLP methods for complex domains
such as goals of care. Future studies should explore approaches for scaling this methodology. ] Pain Symptom Manage
2025;69:243—250. © 2024 American Academy of Hospice and Palliative Medicine. Published by Elsevier Inc. All rights are reserved, including
those for text and data mining, Al training, and similar technologies.
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Key Message

This study demonstrated the ability of large language
models (LLMs) to capture advance care planning
domains from electronic heath records, with sensitivity
exceeding existing natural language processing methods
for complex domains such as goals of care.

Introduction

In 2024, over two million people are expected to be
diagnosed with cancer." Communication about goals
of care, sometimes referred to as advance care plan-
ning (ACP), is especially important in this population,
as it can “help ensure that people receive medical care

Addpress correspondence to: Charlotta Lindvall, MD, PhD, Psycho-
social Oncology & Palliative Care, Dana-Farber Cancer Insti-
tute, 450 Brookline Ave, Boston MA 02215, USA.

© 2024 American Academy of Hospice and Palliative Medicine.
Published by Elsevier Inc. All rights are reserved, including those for
text and data mining, Al training, and similar technologies.

Accepted for publication: 15 November 2024.

0885-3924 /% - see front matter
https://doi.org/10.1016/j.jpainsymman.2024.11.016


http://crossmark.crossref.org/dialog/?doi=10.1016/j.jpainsymman.2024.11.016&domain=pdf
https://doi.org/10.1016/j.jpainsymman.2024.11.016
https://doi.org/
https://doi.org/

244 Agaronnik et al.

Vol. 69 No. 3 March 2025

that is consistent with their values, goals and preferen-
ces during serious and chronic illness.”” Randomized
control trials suggest that ACP promotes end of life
care consistent with patients’ wishes, and can decrease
stress, anxiety, and depression in surviving family mem-
bers.” In patients with metastatic cancer, quality
improvement initiatives have demonstrated that when
oncologists are notified of their ACP activities, docu-
mentation and palliative medicine referrals increase.”
Furthermore, given their importance, since 2016 ACP
has been recognized as a reimbursable service by
payers including Medicare, incentivizing hospital sys-
tems to track documentation in the electronic health
record (EHR).”

Difficulty tracking ACP documentation in the EHR
is recognized as a systems barrier for quality improve-
ment,” prompting the development of automated
methods for extraction of ACP documentation. For
example, natural language processing (NLP) has been
shown to capture ACP documentation from unstruc-
tured free text notes with excellent performance and
in a fraction of the time required by manual chart
review.”” Although NLP improves efficiency, it does
not entirely bypass the requirement for a human anno-
tator, who must decide whether keywords appear in
appropriate contexts. This limitation also prohibits
fully-automated detection of ACP documentation.

The introduction of large language models (LLMs)
has demonstrated potential for improving clinical work-
flows and optimizing research tasks including abstraction
of data from unstructured notes.”'’ LLMs work by self-
supervised learning of patterns in large amounts of unla-
beled data, responding to prompts generated by users,
and subsequently tuning responses to align with human
expectations.” Given their ability to draw upon a wide
range of data sources, LLMs have even demonstrated the
potential to bypass physician performance for clinical rea-
soning tasks."' However, they also may produce “halluci-
nations,”’” which is the term used to describe the
production of evidence that is factually incorrect.

To our knowledge, no prior study has reported a
methodology using LLMs to capture text-based ACP
documentation in unstructured free text notes. The
purpose of this paper is to (1) describe a validation
study to examine performance of a LLM in capturing
ACP documentation compared to gold-standard man-
ual chart review in patients with advanced cancer, (2)
compare performance to existing NLP methods, and
(3) explore the possibility of a combined NLP and
LLM approach.

Methods

As part of a larger study on identification and sum-
marization of serious illness conversations using large
language models, we developed a LLM approach for

identifying ACP domains, and compared performance
to existing NLP methods. Approval was granted by the
Dana-Farber/Harvard Cancer Center Institutional
Review Board (IRB #24-376).

Sample and Data Sowrces

The study population consisted of patients with
advanced cancer seen in June 2024 at seven Dana
Farber Cancer Center (DFCI) clinics (one tertiary
referral site and six satellites). At DFCI, oncologists
treat patients with the assistance of a clinical pathways
program and select a treatment “node” whenever a
patient starts a new treatment. For each pathways algo-
rithm, poor prognosis nodes were defined as those
where patients would have an expected survival of less
than one year."” Unstructured free text notes from all
outpatient and inpatient electronic health records
(EHRs) were extracted for each patient in the month
following navigation to a poor prognosis treatment
node, based on the expectation that at least one ACP
discussion would take place in this time frame.

Development of a Large Language Model

We used GPT4DFCI version 2.5.1-BETA,"* which is
DFCI’s HIPAA-secure artificial intelligence tool based
on GPT-4."” We designed LLM prompts to identify doc-
umentation of four advanced care planning (ACP)
domains, using prespecified definitions for goals of
care (GOC), limitation of life-sustaining treatment
(LLST), hospice, and palliative care that we previously
used to identify these domains with NLP methods.”
LLM prompts were applied to free text in clinical notes
through a secure Application Programming Interface
(APT)'* to allow automated processing of a large vol-
ume of EHRs. After the LLM processed the notes for
each patient, the final output included: (1) binary vari-
able (yes, no) to describe presence or absence of docu-
mentation corresponding to a domain, (2) explanation
text (direct quote identified by LLM that indicated
presence of domain), and (3) “hallucination” score for
notes containing a domain (see Performance Metrics
below). Temperature, a parameter that controls for
randomness, was set at zero in GPT4DFCI, ensuring
consistent and deterministic LLM output.m Conven-
tional content analysis'’~'” was used to review all false
positives (i.e. notes that were identified by the LLM but
not by manual chart review as containing an ACP
domain; see Natural Language Processing below). Based
on this review, the prompts were subsequently refined
with exclusion criteria to improve precision to derive
the final prompts (Appendix A). To minimize intro-
ducing bias, we followed OpenAl’s principles for
prompt engineering”’ by using a zero-shot approach,
where the Al model does not receive examples of the
task (e.g.,, a sample note and expected response),
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instead of a few-shot approach, where training exam-
ples are provided which can bias the model.

Natural Language Processing

To identify ACP domains using NLP keywords, we
used validated NLP keywords applied in ClinicalRe-
gex,”’ a text annotation software developed by the
Lindvall Lab, and previously used to validate a NLP key-
word library for identifying ACP domains.”**~** Clini-
calRegex uses a predefined ontology to identify clinical
notes with relevant keywords. A human annotator may
then review keyword contexts to decide if the docu-
mentation is relevant to the outcome of interest. Given
our goal of exploring the development of a fully-auto-
mated method, and comparing performance to LLM,
we applied the keyword library without subsequent
human annotation of notes. Therefore, we applied vali-
dated NLP keywords to clinical notes in ClinicalRegex,
generating a binary output (yes, no) indicating
whether relevant keywords were identified for each
domain.

Identification of ACP domains

First, as previously described elsewhere,” we (NDA
and CL) constructed a gold-standard data set with man-
ual chart review of ACP domains in all notes associated
with our patient sample. Second, we separately applied
the LLM prompts and NLP keywords to the entire
patient sample to identify ACP domains. Third, given
cost considerations of using LLMs, we then explored
the role of prescreening with NLP keywords prior to
application of the LLM to see if this approach could
potentially reduce the number of clinical notes that
need to be evaluated without compromising perfor-
mance.

Performance Metrics

We compared the following methods to gold-stan-
dard manual chart review: (1) LLM prompts for each
ACP domain, (2) NLP keywords without subsequent
human annotation, and (3) prescreening with NLP
keywords (without human annotation) and subsequent
application of LLM to notes that contained keywords.
We used standard performance metrics including: sen-
sitivity (recall), specificity, precision (positive predictive
value), negative predictive value, accuracy, and F1
score (to assess harmonic value between precision and
recall). Statistical tests were conducted with STATA ver-
sion 18.5 (STATA Corp., College Station, TX, USA). To
guard against “hallucinations,”'” which is the term used
to describe a LLM’s ability to produce evidence that is
factually incorrect or disconnected from the prompt,
we required the LLM output to provide text from the
clinical note that was used to inform its classification of
an ACP domain, and calculated a hallucination index
(Appendix B). Qualitative analysis, as described

previously, was used to review LLM output and provide
representative quotes.

Results

The study population included 60 unique patients
with 528 clinical notes which were used for construc-
tion of the gold-standard data set. Documentation
characteristics are displayed in Table 1. Most notes
were written by physicians followed by registered
nurses. GOC was the most frequently identified
domain both by LLM and NLP keywords (Table 1).
Across domains, compared to manual chart review,
LLM analysis of each clinical note achieved sensitivity
ranging from 0.85 to 1.0; NLP (without semiautomated
review by a human annotator) achieved sensitivity rang-
ing from 0.67 to 1.0. Specificity ranged from 0.80 to
0.91 for LLM compared to 0.80—0.91 for NLP, and
accuracy ranged from 0.81 to 0.91 for LLM compared
to 0.88 to 0.99 for NLP (Table 2). The average halluci-
nation index for notes identified by LLM in each
domain was less than 0.5, indicating a low probability
of hallucination. Prescreening of notes for NLP key-
words, followed by application of LLM, demonstrated
sensitivity of 1.0 across domains, specificity ranging
0.28—0.55, and accuracy ranging 0.52-0.72 (Table 2).

Examples of clinical text identified by both LLM and
manual chart review (i.e. true positives) is described in
Table 3. A review of false positives identified by LLM
demonstrated missed documentation by human

Table 1
Note Characteristics
Note characteristic Total (n)
Total number of notes 528
Provider type
Physician 134 (25.4%)

Advanced Practice Providers (Nurse Practioners 113 (21.4%)
and Physician Assistants)

Registered Nurse 186 (35.2%)

Social Worker 23 (4.4%)
Licensed Dietitian/Nutritionist 14 (2.7%)
Other” 25 (4.7%)
Unknown 33 (6.3%)
Gold-standard manual chart review
Goals of Care (GOC) 45 (8.5%)
Limitation of Life-Sustaining Treatment (LLST) 7 (1.3%)
Hospice 32 (6.1%)
Palliative Care 41 (7.8%)
Contained natural language processing keywords
GOC 78 (14.8%)
LLST 34 (6.4%)
Hospice 37 (7.0%)
Palliative Care 59 (11.2%)

Screened positive for advance care planning domain
with LLM

GOC 130 (24.6%)
LLST 47 (8.9%)

Hospice 68 (12.9%)
Palliative Care 86 (16.3%)

“Includes case manager, coordinator, resource specialist, generic provider, acu-
puncturist, spiritual care.
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Table 2
Performance of the Large Language Model and Natural Language Processing Keywords Compared to Gold-Standard Manual
Chart Review
Performance Metric Goals of Care (GOC)  Limitation of Life-Sustaining Hospice Palliative Care

Treatment (LLST)

Sensitivity (recall)

NLP* 0.67 1.0 1.0 0.73

LLM" 0.95 1.0 1.0 0.85

Pre-screening for NLP 1.0 1.0 All positive keyword hits were 1.0
keywords followed by LLM positive with LLM

Specificity

NLP 0.90 0.95 0.99 0.94

LLM 0.80 0.91 0.91 0.90

Pre-screening 0.55 0.40 - 0.28

Positive predictive value (precision)

NLP 0.38 0.21 0.86 0.51

LLM 0.30 0.11 0.40 0.41

Pre-screening 0.57 0.29 - 0.59

Negative predictive value (NPV)

NLP 0.97 1.0 1.0 0.98

LLM 0.99 1.0 1.0 0.99

Pre-screening 1.0 1.0 - 1.0

Accuracy

NLP 0.88 0.95 0.99 0.92

LLM 0.81 0.91 0.91 0.89

Pre-screening 0.72 0.52 - 0.64

FI Score

NLP 0.49 0.34 0.93 0.60

LLM 0.45 0.19 0.57 0.55

Pre-screening 0.73 0.45 - 0.74

Average Hallucination Index for LLM

LLM 0.017 0.0012 0.026 0.0010

“Notes containing NLP keywords, without subsequent semi-automated review by a human annotator to evaluate keyword context.

PTotal number of notes per category when excluding notes with “error” messages when running the prompts through the secure Application Programming Inter-
face: 502 (GOC), 463 (LLST), 459 (Hospice), 527 (Palliative Care).

“For each domain, LLM was applied only to notes that contained NLP keywords.

Table 3
Examples of Text From Clinical Notes Correctly Identified by the Large Language Model (LLM)

Advanced care planning True positive (identified by manual chart review and the LLM)
domain

Goals of Care “Pt reports she is still having consults at different cancer centers and wants to find "the right cancer center
that aligns with my values." She identifies that she needs a doctor whom she feels will fight for her. ... ‘I
need to be around for my kids’”

“She spent a lot of time discussing her wishes - her main goal in being with her husband, relaxing at home
and going to dinner. She feels strongly about avoiding further hospitalizations.”

"We discussed maximizing time with friends and family and doing the things that feels like they are
meaningful and important while continuing some end of life planning that feels important to her.”

“She voiced she definitely would like to continue some form of treatment and not pursue comfort care at
this time.”

Limitation of Life-Sustaining “...is DNR/DNI.”

Treatment “She understands that she will be 'DNR/DNI’ in the event of clinical worsening.”
“DNR/DNI - no CPAP or BiPAP - do not transfer to hospital unless needed for comfort at EOL”
“completed and signed a MOLST form indicating that she is DNR/DNI.”
Hospice “No treatment today, going home on hospice. Pt in agreement with plan.”

“... currently receiving hospice services at home.”

“[Patient] expressed that she would like to focus on her quality of life, and might consider hospice, although
she hopes she’ll have enough time to finish her will and other documents.”

“She is considering whether it makes sense to do one additional round of treatment versus transitioning to
hospice.”

Palliative Care “They have connected with SW and palliative care.”

“Palliative care consult completed [date] for support and coping.”

“I' had an extensive discussion educating patient on role of the palliative care team and her care.”

“Met with patient [NAME] and her husband [NAME] in joint visit with Adult Palliative Care provider
[PROVIDER]”
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experts, often due to documentation existing in non-
standard locations. Other reasons for false positives
included confounding of GOC with specific treatment
goals (e.g., targeting a lesion), confounding end of life
planning (e.g., hiring a death doula) with limitations of
LLST and/or hospice, and assuming that palliative
treatment (e.g., medication, radiation, or other inter-
vention) indicates that a patient met with a palliative
specialist or that preferences regarding seeing a pallia-
tive care clinician were discussed. A thematic analysis
of false positives and example documentation is pro-
vided in Table 4. Prompts for each domain are pro-
vided in Appendix B.

Discussion

Our study demonstrated that LLMs can be used to
identify ACP domains in EHRs, with performance com-
parable to gold-standard manual chart review but con-
siderably less time intensive. LLMs may be better than
NLP methods for identifying complex domains, such
as GOC, as demonstrated by greater sensitivity. How-
ever, for less complex domains such as hospice docu-
mentation, existing NLP methods may be superior.
Our LLM approach also demonstrated a low probabil-
ity of hallucination, addressing a common concern
with this methodology. Although precision of LLMs
was lower than NLP keywords across domains, qualita-
tive analysis of false positives (i.e., documentation iden-
tified by LLM and not by manual chart review) suggests
that LLMs can identify clinically-relevant documenta-
tion that is useful for providers despite not fitting exact
ACP domain definitions. Although prescreening notes
with NLP keywords prior to application of LLM could
reduce documentation volume and subsequent cost,
the lower sensitivity of using NLP keywords alone in
GOC and palliative care domains may lead to missed
documentation. We make several points.

First, LLMs are superior to existing NLP methods for
capturing complex topics such as GOC, and may be
more generalizable across practice settings. NLP meth-
ods are limited by keyword libraries, which are biased
by documentation styles unique to providers in a prac-
tice setting. Keyword libraries are time-consuming and
intensive to produce, requiring a variety of processing
steps including entity negation, lemmatization, stem-
ming, and sentence boundaries.”” They also require
constant upgrading and refinement, and external vali-
dation studies may not capture the full scope of lan-
guage variation in documenting complex topics.”’ In
contrast, LLMs such as GPT4 draw upon a larger knowl-
edge base, which includes publicly-available informa-
tion on the internet, information licensed by third
parties, and information provided by users or human
trainers.”” However, this knowledge base is not specific
to cancer, while NLP keywords are derived entirely

from applicable datasets. Nonetheless, a broad knowl-
edge base facilitates better predictive performance
compared to traditional NLP-based machine learning
methods and direct application to novel tasks without
pretraining.28 Therefore, the potential of LLMs to per-
form complex clinical tasks such as identification of
GOC conversations is not surprising, as demonstrated
by their ability to perform a variety of medical tasks
including production of documentation based on
audio recordings of physician-patient encounters,
answering “curbside” consults, and correctly answering
USMLE licensing questions."’

Second, the low precision of LLM may be attributed
to strict definitions of ACP domains in the current
study as well as the tendency of LLMs to draw infer-
ences. Unlike humans, LLMs do not “understand” con-
tent but rather rely upon pattern recognition and
statistical correlations.” This may explain identifica-
tion of false positives compared to manual chart review.
For example, LLM identified documentation about a
death doula, and drew an inference that a patient was
enrolled in hospice, which is a reasonable assumption
but may not necessarily be true. The LLM also assumed
that discussion of treatment goals and/or management
options meant that broader GOC were likely discussed,
which may not have occurred during the clinical
encounter. Our qualitative analysis of false positives
demonstrated that LLMs identify relevant documenta-
tion that is helpful for guiding management. There-
fore, the importance of precision depends on the
context and intended application for the LLM. For
example, in the clinical setting, false positive documen-
tation related to treatment is informative, and this doc-
umentation may even be useful for creation of real-
time ACP summaries for providers, as summarization
tasks are a known strength of LLMs.”’

Third, our methodology demonstrated limited hal-
lucination, or the production of factually incorrect
information, which is one of the greatest concerns
about LLMs. LLMs can invent citations or
quotations'>”' which may be burdensome to verify and
may present a patient-safety risk when working with
large volumes of EHRs. Hallucination has been previ-
ously described as one of the main challenges for
extracting structured data from clinical notes.”” Hallu-
cinations are also more likely to occur when LLMs are
tasked with understanding nuanced language such as
negations or contextspecific terminology.”” There are
several ways to mitigate the risk of hallucination. For
example, prompts can request the LLM to provide an
explanation outlining the evidence used in reasoning,
or explicitly requesting evidence from input data (e.g.
the exact clinical text), as required by our prompts.”"*
Furthermore, the development of a novel hallucination
index in our study confirmed that the quotes produced
by the LLM were actually found in the clinical text,
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Table 4

Examples of Text From Clinical Notes Incorrectly Identified by the Large Language Model (LLM)

Theme False positive (identified by the LLM and not by manual chart review)
Goals of Care
Treatment goal “In the presence of her husband, we addressed our goals of treatment with narcotics.”

Discussion of treatment
options

Treatment intention - cure

Treatment intention - palliative
Patient preference for hospice

Nursing goal

Physical therapy goal

Emotional response to cancer

Miscellaneous
Goals of care
Hospice

MOLST
Poor prognosis

Palliative care and end-of-life
planning
Emotional response to cancer

Emotional response to cancer

Palliative care

Miscellaneous

Palliative [MEDICATION
NAME]

Palliative treatment

Treatment intention - palliative

De-escalation of treatment

Hospice

Future plan for palliative care

“[PROVIDERS] have agreed that ablation is the first priority and then after that they will consider a trial.
The goal is to target the largest and the fastest growing versus some of the smaller ones.”

“We discussed that the role of ablation would be to gain local control of the dominant lesions, thereby
buying additional time until subsequent need for less-selective liver directed therapy such as Y90. We
discussed that there would likely be liver progression at some point in the future and that this treatment
is not curative. . . . After all questions and concerns were addressed, the patient expressed a desire to
proceed with the procedure.”

“The physician assistant and myself had comprehensive discussions with the patient and his wife
regarding review of the medical findings today and the options for management...”

“Down the line would need allo stem cell consolidation in order to achieve a cure, will continue this
discussion over the next few weeks.”

“Informed the patient that the treatment is not a cure, but I think that will work very effectively to shrink
HIS tumor and reduce symptoms from tumor.”

“Treating with palliative intent. ..”

“[PATIENT] decided to discontinue treatment and focus on hospice after multiple ACC/ED visits. . .”

“Opts for hospice care...”

“Patient Goal: Discharge to level of care that meets patient needs. Description: Return home with family
support and VNA. Outcome: Progressing. ..”

“There is documentation of goals of care pertaining to the patient’s occupational performance,
specifically addressing activities of daily living, such as dressing, bathing, and functional mobility. This
includes the establishment and progress of specific goals with set outcome measures.”

“Patient coming to term with no further treatment available for cervical cancer.”

“She is worried that won’t work and wonders what the other option will be, proton therapy or
interventional therapy.”

“She enjoyed meeting with our social worker [NAME] at the time of her last visit and would like to
continue to follow with her for emotional support.”

“Will collaborate with interdisciplinary care team to support goals of care.”

Limitation of Life-Sustaining Treatment

“Her wish it to remain out of the hospital as much as possible.”

“...she hopes she’ll have enough time to finish her will and other documents.”

“[PATIENT] absolutely made the correct choice to transfer to hospice care.”

“MOLST sent via fax. ..”

“remains "full code’ though she is fully aware of the seriousness of the situation.”

“I discussed metastatic incurable disease, that chemotherapy remains the mainstay of treatment and has
been shown to offer the chance for prolonged survival. ... Discussed aggressive nature of disease and
that sometimes tumors are chemotherapy refractory and shared concern regarding ability to get
control of disease. Agreed with prognosis that had been discussed that survival may be up to a year...”

“Extensive discussion educating patient on role of the palliative care team and her care. ... for whom she
has prepared care after her passing with guardianship going to her sister-in-law.”

“Currently not exactly depressed, more contemplative and exploring the existential project of accepting
that her cancer is no longer treatable and have best to live her life and her time remaining.”

Hospice

“Currently not exactly depressed, more contemplative and exploring the existential project of accepting
that her cancer is no longer treatable and have best to live her life and her time remaining.”

“[PATIENT] prefers to leave clinical trials if standard options have been exhausted. We discussed
support, she appreciates SW and upcoming pall care visit.”

“[PATIENT] with metastatic pancreatic adenocarcinoma. . .followed by palliative care...”

“Patient’s mother had lung cancer and went to hospice.”

“hired a death doula”

Palliative care

“Palliative; Pembrolizumab. . .”

“Palliative; carboplatin. ..”

“Systemic therapy: palliative”

“Patient experienced significant benefit from palliative radiation, with no more back pain...”

“Palliative treatment for left tongue squamous cell carcinoma. ..”

“Pancreatic cancer, treating with palliative intent”

“...met with patient and family today and reviewed goals of care and discussed forgoing treatment. ..”

“Per NP, no treatment today, going home on hospice.”

“Meeting with home hospice today.”

“Will arrange for pain and palliative care follow up...”

increasing reliability. Future applications of LLMs in
clinical care should provide a measure of hallucination
and relevant source documentation, which has the
added benefit of providing further details for reviewing

clinicians so they can evaluate the context for further
information.

Fourth, scaling of LLLMs to large patient populations
must account for cost considerations. Cost can be
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attributed to tremendous computations demands,
including the use of thousands of graphic processing
units (GPUs) which alone can amount to millions of dol-
lars.” In our study, the cost of using HIPAA-secure GPT
was approximately five dollars per one million tokens (i.
e., words or character sets found in clinical notes), fif-
teen dollars per one million tokens in output data, and
there were approximately 2,000 tokens per clinical note.
LLM users must also consider the large carbon footprint
of this technology.” This has resulted in recommenda-
tions to consider energy usage and carbon emissions as
part of performance metrics, and has even inspired a
congressional bill, the Artificial Intelligence Environ-
mental Impacts Act of 2024, which advocates for the
investigation of the environmental impacts of this tech-
nology.?’7 In contrast, NLP software such as ClinicalRe-
gex is freely accessible and has a limited carbon
footprint. However, there are costs associated with hir-
ing a human annotator. Given the high specificity of
NLP keywords, we hypothesized that prescreening with
keywords prior to application of LLM would eliminate
true negative documentation, decreasing the volume of
clinical notes, and subsequent cost, of running the
model. However, this prescreening approach would
eliminate relevant documentation that does not contain
NLP keywords, as demonstrated by lower sensitivity of
NLP compared to LLMs for domains such as GOC and
palliative care. Future studies should explore opportuni-
ties for limiting the documentation volume required for
producing relevant output.

Limitations

Our study has several limitations. Despite high sensi-
tivity and specificity of LLMs in identifying ACP
domains, low precision may require a human annota-
tor to review positive results depending on the context
in which the LLM is being used. For example, if text
identified by LLMs is used to generate clinical summa-
ries, then a human annotator may not be required
given that the majority of false positive documentation
was clinically-relevant and useful for providers. How-
ever, in other contexts with strict definitions for ACP
domains, such as clinical trials or pay-for-performance
programs, a human annotator may be required. The
cost of hiring a human annotator may compound exist-
ing costs associated with using LLMs, and may be infea-
sible for some practice settings. Our study also did not
include a comparison of different LLM models (e.g.,
Bard, LLLaMa), as we were restricted to the HIPAA-
secure version of GPT available at our institution. It is
possible that other models may have different perfor-
mance. Additionally, an existing limitation of LLMs is
that the companies developing them generally do not
not have access to HIPAA-secure electronic health
records, which may further improve performance of
LLMs for identifying clinical information. However,

even without access to such data, LLMs have demon-
strated tremendous potential to perform a variety of
medical tasks, as described previously.

Conclusion

This is the first study to demonstrate the ability of
LLMs to capture ACP domains from EHRs, with sensi-
tivity exceeding existing computational methods for
capturing complex domains such as GOC. Our method
demonstrated low probability of hallucination, address-
ing one of the major concerns with LLM. Future stud-
ies should explore feasible approaches for scaling this
methodology, as it has multiple applications in the clin-
ical setting, including real-timing tracking of ACP docu-
mentation and generating summaries that may be
useful for providers. Additionally, further efforts are
required to limit the carbon footprint of LLMs when
used for clinical tasks, which may be accomplished by
decreasing computational demands and using alterna-
tive approaches when appropriate.
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Supplementary file

Appendix A. Large language model prompts

Goals of Care Prompt:

Is there documentation of goals of care? Definition
for goals of care: Documented conversations with
patients or family members about the patient’s goals, val-
ues, or priorities for treatment and outcomes. Includes
statements that conversation occurred as well as listing
specific goals. OR Documentation that advance care
planning was discussed, reviewed, or completed.

Does not include discussion of treatment or man-
agement options, treatment with palliative intent, side
effects or adverse events, risks and benefits, pain man-
agement, response to treatment, next steps in care
plan, understanding of the plan, agreement with the
plan, discussion of all concerns, all questions answered,
signing of informed consent, or that a palliative care
specialist was seen.

Limitations for Life-Sustaining Therapy Prompt:

Is there documentation of limitation of life-sustaining
treatment? Definition for limitation of life-sustaining
treatment: Documentation about preferences for limita-
tions to cardiopulmonary resuscitation and intubation.

Does not include documentation of MOLST, full
code, hospice, goals of care, treatment options, treat-
ment risks, treatment intention.

Hospice Prompt:

Is there documentation of hospice? Definition of
hospice: Documentation that hospice was discussed,
prior enrollment in hospice, patient preferences
regarding hospice, or assessments that the patient did
not meet hospice criteria.

Palliative Care Prompt:
Is there documentation of palliative care? Definition
of palliative care: Documentation that specialist

palliative care was discussed, patient preferences
regarding seeing palliative care clinician.

Does not include documentation of palliative radia-
tion, palliative systemic therapy, that the treatment
intent is palliative, that goals of care are palliative, goals
of treatment, potential side effects, or discussion of hos-
pice or end of life preferences.

All prompts were followed by:

<schema> text: str. The clinical text that corre-
sponded to palliative care documentation. If there
were no palliative care documentation, this field should
be an empty string. documentation: bool. True if there
were palliative care documentation, False if there were
no goals of care documentation.

</schema>

Please read the following clinical note.

Appendix B. Calculation of hallucination index

Hallucination index: measures the proportion of
word n-grams (n=4 was used) in the explanation pro-
vided by the large language model that do not appear
in the word n-grams of the source text.

Example (with n=2): source_text: "this is an example
text to showcase the calculation of the metric" evi-
dence: "the calculation of metric"

W_s = word n-grams (n=2) of the source text = {this
is, is an, an example, example text, ..., the calculation,
calculation of, of the, the metric}

W_e = word n-grams (n=2) of the evidence
text = {the calculation, calculation of, of metric}

Let’s check the proportion of n-grams of W_e that
appear in W_s:

¢ "the calculation" does appear
® "calculation of" does appear
¢ "of metric" does NOT appear

This gives us a hallucination index of 1/3 = 0.333
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